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Web Performance Components  
 
There are three major components of a Web server environment  
 
Client: 

The client with a Web browser represents the client component. 
Usually you do not have direct control over this component. 

 
Network: 

The network is where routers, proxy caching, communications components, and 
so play an important role. This could represent the Internet, your own intranet, or both.  

 
Server:  

The iSeries server represents the server. Here, the performance of the iSeries 
server (hardware and OS/400), the HTTP server, and optionally the Web application 
server and the Web all work together to determine the overall server behavior in terms of 
performance.  

 
A problem in any of these areas may impact the performance of your Web application. 
 



Client 
 
The client typically contributes up to 25% of the end-to-end Web application response time. 
 
The client performance relies on the following resources: 
 
Processor speed: 
 
Slower clients may experience performance degradation when the Web site requires image, forms, and 
Java applet download and execution. 
 
Memory:  
 
Memory is an important factor inside the client since many Web-related tasks use large  amounts of 
memory to be complete. If the client does not have enough memory, the user could perceive 
performance problems because of the client configuration. 
 
Hardware: 
 
Every piece of hardware is important. Hard disk and communication adapters are important when the 
performance is an issue. Keep in mind that clients not are updated as fast as the IT technologies 
change. 
 
Browser: 
 
Since Web browsers are the main interface in Web server, browsers must be updated frequently. Some 
Web servers, customer applications, and Web application servers rely on browser capabilities. 
 



Network 
 
Usually the network has more impact on overall performance. The network usually contributes up to 
50% of the total response time. This is because a wide variety of factors such as network traffic, 
bandwidth, and speed of communication lines. 
 
These factors can be understood in more detail by identifying some network components: 
 

Routers 
LAN topology 
Link speeds 
Packet filters 
Proxy and proxy caching 
Socks servers 

 
With many components involved, you can spend a lot of time trying to get a better network response 
time using tools to measure the behavior and never come up with an exact value. 
 
This is because the components involved in a network are dynamic components from which you can 
only expect average measurement and not exact values. 
 
Even more, many of those components could be completely outside your zone of responsibility (for 
example, the Internet). 
 



Server 
 
Server behavior is impacted by several factors including application, resources, and database 
components. 
 
Use the directives described in this section to control the performance of your server. 
 
Each time your server receives a request from a client, it uses a thread to perform the requested action. 
 
One thread is used if the server is not performing DNS lookup. 
 
Two threads are used if the server is performing DNS lookup. 
 
The server first checks to see if any threads are available. If so, the server uses available threads to 
process the request. 
 
If no threads are available and the maximum number of active threads has not been reached, the server 
starts new threads to process the request. 
 
If the maximum number of active threads has been reached, the server holds the request until threads 
become available. 
 
When a request finishes, the threads it was using become idle. 
 
As long as idle threads do not expire, they are available for the server to use again. 
 
For more information about DNS and DNS lookup, see TCP/IP in the AS/400 Information Center.  
 
If your server is running at maximum capacity on a sustained, non -stop basis, you might experience 
some affect on system performance of your machine. 
 
This situation is temporary and is alleviated when the number of requests to the server decreases, 
allowing the server to catch up on servicing requests. 
 
The impact on system performance is an indication that the MaxActiveThreads directive might be set 
too high for your machine. 
 
Specifying a number on the MaxActiveThreads directive that is too high affects the performance of the 
server as it attempts to satisfy browser requests.  
 
We suggest that you experiment with lowering the number specified for the MaxActiveThreads 
directive until you reach a point where you see no affect on system performance. 
 
A good starting point would be half of the previous setting. 
 
For example, if you had the MaxActiveThreads directive set to 100, try setting it to 50. 
 
You may want to lower it even further, but remember that when no threads are available, the server 
holds requests until more threads ar e available. 
 
If you see a problem with your performance with your server being too slow, it could be related to any 
of the following: 
 

Token ring/ Ethernet speed 
The traffic on your LAN 
The number of clients requesting from your server 
The number of threads set on your server 
 Slow domain name server (DNS) name resolution 
 



Impact of page faults on performance 
 
A page fault adds 10 to 30 milliseconds to end user response time, based on the time to read data from 
disk into main memory. 
 
If a transaction has 5 faults, it adds .05 to .15 seconds to the end user response time. 
 
As transactions increase, a given fault level has less effect. 
 
If you have an average of 10 faults/second and 100 transactions/second, only about 10% of the 
transactions will be affected. 
 
For such batch jobs as the HTTP server, a guide of 12 faults/second is acceptable. 
 
The percentage of time spent in the page fault would be: fault % = faults/second * disk response time * 
100 
 
For a batch job with one transaction/second, 12 faults/second, and assuming a 10 millisecond disk 
response time, 12% of the time spent on page faults. 
 
If you have 100 transactions per second, on average, 12% of the transactions will incur paging, which 
means 1.2% of the time spent on page faults.  
 
If our faults/s econd increased to 100 (the maximum if using automatic performance adjustment), your 
100 transactions per second metric increases to 10% of the time spent in paging. 
 
In addition to an increase in overall response time, page faulting consumes some cycles of the AS/400 
processor and increases disk input/output operations. 
 



Main memory sizing considerations 
 
For HTTP serving, the minimum recommended amount of main memory is 1 MB + (.5 MB* number 
of HTTP server instances). 
 
In addition, you need to factor in the main memory necessary for any application processing. 
 
For example, you may be using Net.Data to query the database for an order inquiry application. 
 
You may want to allocate additional memory specific to this application: 
 
2 MB for HTTP server + 2 MB * (10 database jobs) = 22 MB 
 
The HTTP server for releases V4R3 and later enable caching. 
 
This allows the HTTP server to reduce the overhead of retrieving a specific Web object from disk.  
 
You can use HTTP server caching specifically, or the AS/400 Set Object Access (SETOBJACC) 
command to load your Web page objects into memory. If using caching, you need to provide enough 
main memory so that the objects remain in main memory.  
 
Otherwise, the AS/400 memory management process may swap these objects out of main memory. 
 
Caching may be of some benefit, since it reduces the overhead associated with a file open from disk. 
 
Since most AS/400 implementations run mixed workloads, it is often not worth the additional system 
administration investment that is necessary for setting up private storage pools, overusing the system 
defaults, and letting the AS/400 operating system automatically adjust the *MACHINE pool (based on 
the QPFRADJ system value).  
 
If your operating system is at V4R3 or later, the AS/400 HTTP server runs in its own subsystem, 
QHTTPSVR. 
 
If you want to deploy a dedicated HTTP server at V4R3 or later, you may want to create a private 
storage pool for the QHTTPSVR subsystem. 
 
This reserves main memory specifically for the HTTP server jobs. Plus, memory from the *BASE 
storage pool can also be utilized. 
 
Planning for memory requirements and the associated performance tuning can be quite complicated. 
 
In most cases, you may find it most advantageous to use the AS/400 shared storage pools only, rather 
than trying to configure and manage private pools. 



Communications IOPs  
 
Bandwidth is another key factor. 
 
If the AS/400 system is performing Internet serving and you have a T1/E1 line to your Internet Service 
Provider (ISP), you can get by with one LAN IOP in a routed network, from a bandwidth perspective 
(T1 is 1.5 Mbps and E1 is 2 Mbps, obviously much less than even a 4 Mbps Token-Ring connection). 
 
In a LAN environment, a general rule for the Web application environment is that active end users 
need 50 Kbps, and that at any given time, 5% to 10% of the end users must be active. 
 
Outside of bandwidth limitations, there are AS/400 LAN IOPs that have a limit of transactions per 
second. 
 
This is approximately 120 transactions per second if you are using Ethernet or Token Ring IOP cards.  
 
In V4R4, Ethernet IOPs can be dedicated to TCP only and support approximately 240 transactions per 
second. 
 
Redundancy is another important factor. 
 
You may have a high enough volume of network workload that warrants multiple or redundant network 
links.  
 
Another consideration is that it may be impractical or infeasible to put more than a certain amount of 
IOPs in a particular AS/400 system. 
 



HTTP server attributes 
 
There are a number of characteristics pertaining to our AS/400 HTTP server that have a modest to 
substantial impact on server load and end user response time.  
 
In some cases, such as the AS/400 file system being used, there is measurable data to assist us with our 
sizing exercise. 
 
In other cases, there is no data and you may have to experiment or develop your own. 
 
 
HTTP server directives 
 
There are numerous capabilities in the AS/400 HTTP server that can yield important functional 
features.  
 
Keep in mind that many come with a slight performance penalty. 
 
There are also a few values you can enter to improve overall performance: 
 
UseACLs (default is protectonly; do not set at always) 
 
UseMetaFiles (default is off) 
 
MinActiveThreads (try to set at, or close to, the MaxActiveThreads) 
 
MultiFormatProcessing (default is all; set to none by using the AS/400 Work with HTTP Configuration 
(WRKHTTPCFG) command) 
 
DNS-Lookup (default is off) 
 
InputTimeout (default is 2 minutes; you may want to reduce this) 
 
proxy (default is off)  
 
no_proxy (default is none if proxy being used; set this for your trusted intranet addresses and hosts) 
 
AccessLog, AgentLog, etc. (logging takes some system resource) 
 
AccessLogExcludeHostName, AccessLogExcludeMimeType, etc. (only log what you really need to) 
 
AddClient (default is none; use browser detection only if necessary) 
 
Another trick you may want to use is to put your most used request statements (your map, pass, redirect 
and exec statements) ahead of lesser used statements in your server’s configuration file. 
 
Each request to the HTTP server goes through the request processing statements in the order listed in 
the configuration file until it finds a match or fails.  
 



 
MaxPersistRequest -- This controls the number of requests allowed using the same connection before 
the server closes the connection.   
 
MaxPersistRequest -- This setting is used to reduce the number of connections that are established for 
communication and data transfer between the browser and server.   
 
It is recommended that persistent connections be disabled by setting this value to 1. 
 
This is because of the fine balance required between this setting and MaxActiveThreads. 
 
As you increase MaxPersistRequest, one will require additional threads to handle incoming requests.  
 
MaxActiveThreads 40 The recommended initial value should be the Batch CPW rating of 
your machine, divided by 20.    
 
MinActiveThreads  10  Should be set to 25% of MaxActiveThreads. 
 



HTTP Response time sizing: Client 
 
In many client/server application environments, the actual client application is often considered a 
negligible part of the overall response time.  
 
Certainly, workstation price/performance ratios continue to consistently improve. 
 
However, applications have also increased their demand of client processing resources for graphically-
rich user interfaces . 
 
Plus, the HTTP communications connect/disconnect environment places demands on the user’s 
workstations. 
 
Since the end user’s perspective of the Web site and Web applications performance is based on 
response time at the workstation and browser, it is important that you understand the impact at the 
client. 
 
Additionally, you need to establish a suitable overall response time baseline to factor in the network 
and server components.  
 



Main storage 
 
The key metric is page faults-the rate at which the system has to retrieve data from disk that is not 
already in memory. 
 
For the HTTP server application environment, there are two AS/400 storage pools of which we need to 
be aware: *MACHINE and *BASE.  
 
Data may be in memory by overt action, such as setting HTTP server local caching, or when the Set 
Object Access (SETOBJACC) command is used. 
 
Data may already be in memory, because the AS/400 Expert Cache mechanism does it for you. 
                                                                   
The Set Object Access (SETOBJACC) command temporarily changes the speed of access to an object 
by bringing the object into a main storage pool or purging it from all main storage pools. 
 
An object can be kept main storage resident by selecting a pool for the object that has  available space 
and does not have jobs associated with it. 
 



Set Object Access (SETOBJACC) 
 
http://www-919.ibm.com/developer/bi/teraplex/lessons.html 
 
Using the Set Object Access (SETOBJACC)command will temporarily change the speed of access to 
an object by bringing the object into a main storage pool or by purging it from all main storage pools. 
 
An object can be kept resident in main storage by selecting a pool that has available space for the 
object and that does not have jobs already associated with it . 
 
Repeated use of the SETOBJACC command can cause a set of objects to be resident in a main storage 
pool.  
 
What does this mean for business operations? 
 
The SETOBJACC is a great technique for improving the information retrieval performance of a data 
warehouse or datamart. 
 
By keeping frequently used tables and/or indexes in a main storage pool, the system experiences faster 
retrieval times.  
 
To utilize SETOBJACC, start by creating a pool in which no jobs will be run. 
 
Next, start a subsystem that requires the pool you've just created. Finally, use SETOBJACC to bring 
the file to the pool. 
 
Note: Because there is no job running in this pool, the system is not required to page -out any data to 
make room for other activities. 
 
Every request for data from a file already in this main storage pool is fulfilled without reading the file 
again. 
 
For more information regarding SETOBJACC, and a SETOBJACC Command syntax diagram, go to: 
SETOBJACC (Set Object Access) Command Description at: 
 
http://publib.boulder.ibm.com/pubs/html/as400/v4r5/ic2924/info/cl/setobjac.htm 
 



Persistent Connections 
 
http://www-1.ibm.com/servers/eserver/iseries/software/http/services/persist.htm 
 
Prior to persistent connections, the browser would open a connection for each HTTP request and the 
web server would send the response and close the connection. This presents some obvious questions as 
to the performance of the network as well as the client -to-server communication.  
 
So, HTTP 1.1 specifications created persistent connections. This allows the browser to send multiple 
HTTP requests on a single connection. This capability is negotiated in the response to the first request 
on a connection. The server can choose how many requests it will allow on a persistent connection and 
also how long to wait for subsequent requests before terminating the connection. Most servers will 
allow you to configure these things.  
 
Early in V4R3 of the iSeries, IBM fixed a couple of problems that were a result of the HTTP server 
using persistent connections. The PTF numbers are SF56847, and MF22702. These were not problems 
in V4R4, therefore, there is no V4R4 PTF.   
 
Then we started to see more problems but only with SSL connections. 
 
This is because SSL connections are a "tunnel" from the browser to the server. Normal requests 
generally come through an Internet Service Provider server and other proxy servers, so the persistent 
connections to the content server is with the proxy or ISP, not with the browser.  
 
What is the browser problem with persistent connections?  
 
Over the past few months, we have encountered many problems when SSL was being used. These 
problems included the following symptoms:  

 
Netscape 4.0 and 4.5 hangi ng  
Internet Explorer 4.0 and 5.0 displaying a window indicating the server sent it incorrect data  
Partial documents and images on both Netscape and Internet Explorer  
Browser's switching a connection from SSL to normal  
Other unexplained strange occurrences  

 
We spent considerable time researching this and determined that the problem lies in the browser and 
the client TCP/IP stack.   
 
The only way to explain this is to get down to the technical level. Imagine the browser reading and 
parsing the HTML document. It finds an image, sees that persistent connections are supported, and 
sends the request for the image on the existing connection to the server (just like it should).  
 
If there is quite a bit of data that is being sent for the HTML document, it will be broken down into 
multiple TCP packets and pacing will need to be done. 
 
If the persistent timeout is relatively small, then the server could time out the persistent connection 
before the browser has received the entire HTML document. The server was clos ing the connection.  
 
The method chosen to close the connection causes a TCP FIN to be sent on the connection and 
subsequently causes the TCP layer to send a RESET response to any future data that is received on that 
connection. The RESET was causing the browser to discard whatever part of the HTML document it 
had not received. One would expect the browser to simply re-run the request, but it does not do this.  



Our only circumvention up to now has been to turn persistent connections off in the server. 
 
You do this by setting MaxPersistRequest to a value of 1.  
 
We have spent some time trying to determine how we could work around this problem and finally 
came up with a workaround "fix". It is important to remember that this is a work-around for a timing 
problem on the browser. It has been proven to work in most instances, but it is still possible to hit this 
timing window. The work-around just moves the timing window and narrows it as much as possible. 
This "fix" is in V4R3 PTF SF59666 and V4R4 PTF SF59667. It will be in the base for the next 
release.   
 
In this workaround, the server shuts down the connection to the browser in such a way that the TCP 
stack on the iSeries will not reject the inbound data with a RESET. The server will now cause TCP to 
send the TCP FIN for the connection to the client, then wait a configurable amount of time for the 
client to close the connection. 
 
During this time, the server ignores any inbound requests (which it should do, the browser will send 
new requests). This time defaults to 60 seconds and as I mentioned is configurable using a new HTTP 
server directive "CloseTimeout".  
 
You will have to use the WRKHTTPCFG green screen editor to add or change this directive. Its only 
parameter is a time value similar to what you use for PersistTimeout. 
 
We have seen that under heavy load situations when the server is sending back larger HTML 
documents, that this problem can still occur with the default 60 second timeout. 
 
 So, you may have to adjust the CloseTimeout directive to an even hi gher value to get around the client 
browser problem.  
 
How should I set up my HTTP Server?  
 
Well, first, you need to decide if persistent connections is something you want.  
 
You should know that the server was shipped to use persistent connections by default (this was 
changed in PTF SF60957 for V4R3 and PTF SF60604 for V4R4 so the default is now that persistent 
connections are disabled), so if it is not something you want, you may need to make a change to your 
web server configuration.  
 
Persistent connections is really a double-edged sword. On one hand, when your site uses SSL, your site 
visitors/customers can use one SSL connection to process multiple HTTP requests therefore avoiding 
the "SSL handshake" for each request. 
 
Using Persistent connections will improve the performance and help the network out because fewer 
SSL connections will be needed to serve your HTML documents.  
 
On the other hand, when a persistent connection is used, the "thread" of the server that the persistent 
connection is using is dedicated to that browser.  
 
The browser does not close the connection when it gets its last response from the server.  
 
It assumes that the user will likely select a link from that page and go to the same server with another 
request. 
 
So it will not close the connection unless the next link or request is for a different server. 
 
And if the user does not do anything, the browser will still not close the connection. So, the "thread" 
not only is tied to that browser for "think" time, it also could be tied to the browser if they walk away 
from their computer or power it off without closing their browser.  



This is where the PersistTimeout and new CloseTimeout comes into play. 
 
You can control the amount of time that the server allows for "think" time on the persistent connection.  
 
While the server "thread" is waiting, it cannot process any other requests. So, it is possible that new 
visitors/customers on your site will get their requests queued up waiting for the persistent connections 
to time out. So, you now may be impacting the performance of new visitors/customers on your site.   
 
Conclusion 
 
So, should you allow persistent connections or not. 
 
The answer is really something that you will have to decide for your own web site. 
 
It really depends on how much traffic your site has, what kind of traffic it has, and the capacity of your 
server (number of threads).    
 
If your site has hits from many users at any time, then persistent connections may not be good for your 
server.   
 
If your site has many hits, but from only a few users at a time, then persistent connections may be very 
good for your server. 
 
The browsers generally will open 2 or 3 concurrent connections to your server, so take this into account 
in your setting of MaxActiveThreads and whether you can or want to use persistent connections. 
 
If you enable persistent connections, then you will want to increase the PersistTimeout directive, which 
defaults to 4 seconds. 
 
You might start out at a minute or 2. 
 
You might also choose to set PersistTimeout to your average "think" time. 
 
You might have to also alter the CloseTimout directive value if anything you send to the browsers is on 
the large side (greater than 2K), dependent on how far away your customers are on the internet.  
 
CloseTimeout may need to be larger than its default of 60 seconds.  
 
You will also want to increase the value use for MaxActiveThreads because a certain amount of 
threads will be timing out on the persistent connection, not actually running. 
 
This is probably the most important thing to do or your performance could be impacted.  
 
A general rule of thumb for your MaxActiveThreads directive is your CPW divided by 20 (although we 
have seen that you can increase the number of threads on the larger iSeries systems and gain 
performance).   
 
If you use too many threads, especially on smaller iSeries systems, you will negatively impact your 
performance because the threads thrash the processor. 
 
However, as stated above, you may be able to safely increase the value when you enable persistent 
connections because there will be some persistent connection timeouts.   
 
It is rather difficult to tune this on your own. You can use your access log to determine your peak times 
and the number of users of your site during the peak times. 
 
However, the server does not log the persistent connection timeouts anywhere (because these are not 
errors or accesses), so it is difficult to determine how many persistent timeouts are occurring. 



The worst case scenario would be that every connection has to time out, therefore, from your peak 
time, you would need at most twice as many threads to maintain your performance, and then hopefully 
not run into the thrashing processor.  
 
So, in conclusion, you need to make a decision on the use of persistent connections for your site. 
 
The workaround fix is simply that, a workaround. And since this is a timing window, the problems 
likely will never go away until the browsers get it fixed and every client workstation gets the fix. 
 
If you cannot tolerate these unpredictable results, then our recommendation is to disable persistent 
connections.  
 
If you choose to allow persistent connections, then we recommend that you load one of the PTF's 
mentioned above. 
 
If you really think you need persistent connections, then you should strongly consider using the IBM 
AS400 Benchmark Center to get some help tuning the performance of the HTTP server and the iSeries.  
 
The Benchmark Center has the necessary tools to simulate workloads and the expertise to analyze and 
tune the iSeries appropriately. 
 
The Benchmark Center also can provide additional analysis of your applications, helping you improve 
their performance also.  
 
If you choose to not allow persistent connections, just set the MaxPersistRequest directive to a value of 
1. This will turn off p ersistent connections.  
 
Due to a recent problem found in v4r3, we will be permanently disabling persistent connections in 
v4r3.  
 
This recent problem made it impossible for us to provide the workaround fix mentioned above.  
 
Without that workaround, we felt that it was best to simply disable persistent connections due to the 
many problems we (and you) have seen with them. 
 
This recent problem is not found in releases after v4r3, so those releases will still allow persistent 
connections to be configured and used. 

 



Java OS/400 System Tuning  
 
In this section we will cover some of the basic operating system parameters, which influences the way 
your Java application performs on an iSeries system. 
 
Both System values and some sub-system settings have significant effects. 
 
We also cover general work management issues, such as setting the RUNPTY for you Java based jobs 
and their associated threads. 
 
System values 
 
There are a number of system values you should consider changing. 
 
In the following we describe each of these system values and a recommended setting. 
 
The numbers recommended have been found to work from practical Java experience. 
 
MAXACT for the *BASE pool  
 
Increasing this value will reduce or eliminate thread transitions into the ineligible state.  
 
Initial choice of value should be (arbitrarily) high, then as implementation proceeds, monitor, and 
decrease the value if thought necessary. 
 
The value determines the maximum number of threads (not jobs) that can use the processor 
concurrently. 
 
If the activity level is too low, the threads may transition to the ineligible condition.  
 
If the activity level is too high, excessive page faulting may occur. 
 
It is important to increase this value for systems that are executing a large number of threads. 
 
If set too low, may slowdown or even hang the system. 
 
To increase this value, simply use the WRKSYSSTS system command. 
 
Find the pool which is used to run the jobs/threads (often the *BASE pool). 
 
To look for the pool name, press the F11key twice.  
 
Increase the Max Active setting to a number large enough to run all the jobs and threads active in the 
environment. 
 
Increasing this value will reduce or eliminate thread transitions into the ineligible state.  
 
If you are using a system with a mixed load of traditional HLL code and Java code, you should also 
consider creating a separate pool for the Java work. 



QACTJOB (Initial number of active jobs) 
 
We suggest an increase to 400 (from default of 20) initial number of active jobs. 
 
Specifies the initial number of active jobs for which storage is allocated during initial program load 
(IPL). 
 
An active job is a job that has started running but has not ended. 
 
The amount of storage allocated for each active job is approximately 110K.  
 
This storage is in addition to the storage allocated using the system value QTOTJOB.  
 
A change to this system value takes effect at the next IPL. The shipped value is 20. 
 
A reasonable value to assign to QACTJOB is your estimate of the number of active jobs on a 
typically heavy -use day.  
 
This can be done by viewing the active job field on the active jobs display (WRKACTJOB command).  
 
Set this value high enough so that storage does not need to be allocated for additional active jobs using 
the system value QADLACTJ. 
 
QADLACTJ (Additional number of active jobs) 
 
We suggest an increase to 50 (from default of 10) Additional active jobs. 
 
Specifies the additional number of active jobs that need storage allocated when the initial number of 
active jobs (the system value QACTJOB) is reached. 
 
An active job is a job that has started running but has not ended. 
 
Auxiliary storage is allocated whenever the number of active jobs exceeds the storage which has 
already been allocated. 
 
The amount of storage allocated for each job is approximately 110K. 
 
A change  to this system value takes effect immediately. 
 
Setting the number close to 1 can cause frequent interruptions when many additional jobs are needed. 
 
The number should not be set too high because the time required to add additional storage should be 
minimized. 
 
QADLTOTJ (Additional number of total jobs) 
 
We suggest an increase to 50 (from default of 10) Additional total jobs. 
 
Specifies the additional number of jobs that need storage allocated when the initial number of jobs (the 
system value QTOTJOB) is reached. 
 
Auxiliary storage is allocated whenever the number of jobs in the system exceeds the number for which 
storage has been allocated. 
 
A change to this system value takes effect immediately. 



QTOTJOB (Total number of jobs) 
 
We suggest an increase to 1000 (from default of 35) Total number of jobs.  
 
Specifies the initial number of jobs for which auxiliary storage is allocated during IPL. 
 
The number of jobs is the number supported by the system at any one time, which includes the jobs on 
job queues, active jobs (including system jobs), and jobs having output on output queues. 
 
A change to this system value takes effect at the next IPL. 
 
To find the number of total jobs in the system, view the jobs in the system field on the system status 
display (WRKSYSST S command). 
 
A reasonable value to assign to QTOTJOB is 2 to 7 times the value used for QACTJOB, depending on 
how often you clear your output queue. 
 
Set this value high enough so that additional storage does not need to be allocated. 
 
QMAXACTLVL 
 
We recom mend setting to *NOMAX Maximum activity level of the system. 
 
This is the number of threads that can compete at the same time for main storage and processor 
resources. 
 
For all active subsystems, the sum of all threads running in all storage pools cannot exceed 
QMAXACTLVL. 
 
If a thread cannot be processed because the activity level has been reached, the thread is held until 
another thread reaches a time slice end or along wait. 
 
A change to this system value takes effect immediately. 
 
For all active subsyst ems, the sum of all threads running in all storage pools cannot exceed 
QMAXACTLVL. 
 
This value should be larger than the sum of the activity levels for all your storage pools. If 
QMAXACTLVL is smaller, activity levels in the storage pools may not be used. 
 
QPRCMLTTSK 
 
You should ensure this is set to 1 (on). 
 
This system value allows you to turn on and turn off Processor multi-tasking capability. 
 
If enabled, more than one set of task data will be resident in each CPU. 
 
Some workloads may experience increased performance due to caching implications. 
 
On a partitioned system, this system value is changed from the primary partition only. 
 
Note: Three values, QTOTJOB, QACTJOB and QPRCMLTTSK require an IPL for the changes to 
become effective. 
 



Java System Environment 
 
If your iSeries server is only running Java, there is a limited amount of impact to gain from changing 
job priorities. 
 
However, in a mixed mode environment, RUNPTY and TIMESLICE settings become important. 
 
Thread Priority 
 
To be able to determine the base settings, you need to understand how OS/400 determines the 
RUNPTY for each thread. 
 
The actual RUNPTY setting for a thread depends on the Java thread priority. 
 
In Java you have the ability to set a thread priority ranging from 1 (lowest) through to 10 (highest). 
 
A standard thread runs at Java priority 5. OS/400 uses this setting to determine the runtime priority.  
 
The calculation is as follows: 
 
Java Priorities: 1 (MIN_PRIORITY) to 5 (NORM_PRIORITY) to 10 (MAX_PRIORITY) 
 
OS/400 RUNPTY Priority = BCI RUNPTY + 11 - Java priority 
 
(Interactive default BCI job priority is 14, Batch default BCI job priority is 44) 
 
CHGCLS RUNPTY(...) 
 
Thread Timeslice  
 
TIMESLICE is another opportunity to assign more processing time to your threads.  
 
Each thread has a separate CPU count and each thread hits the Time Slice End (TSE) independently. 
 
CHGCLS TIMESLICE(...) 
 
PURGE 
 
The PURGE *YES/*NO has been a frequent bone of contention for many performance gurus. 
 
This has now become irrelevant as the Purge setting is ignored from V4R4 forward. 
 



Java Thread Creation 
 
The iSeries system kernel thread implementation is very efficient. 
 
Thread creation is considered a lightweight operation. 
 
Threads within a process can re-use heap pages among themselves. 
 
However, extreme designs have also been observed, for example, one process with tens of thousands of 
threads. 
 
Although the iSeries system is more than capable of handling such designs due to its multi-tasking 
heritage, unnecessary thread creation simply adds up to additional overhead. 
 
It is a common mistake to compare the Java performance on the iSeries running in a single thread. 
 
Java performance on the iSeries shows its strength in a multi-threaded environment due to the efficient 
OS/400 thread switching engine. 
 



Java Execution modes 
 
Java Transformer creates hidden, compiled programs called Direct Execution programs. 
 
A Just-In-Time (JIT) compiler is a platform-specific compiler that generates machine instructions for 
each method upon the first call to that method. 
 
You may notice a slower start up of the Java virtual machine as the JIT is compiling many methods for 
the first time. After this initial slow start up, the user program will eventually achieve a state where 
most of the necessary methods have been compiled and the application will run at close to direct 
execution optimization level 30 speed. 
 
The JIT is currently running about 10-12% slower than direct execution. JIT 3.6 up to 30% faster than 
JIT 3.5 
 
As of V5R1, the transformer has the ability to perform Whole Program Optimization (WPO) 
 
This refers to a tight binding between not only classes within a JAR file, but also tight binding across 
multiple JAR files. 
 
CRTJVAPGM 
 

Class file or JAR file  CLSF 
Classpath    CLASSPATH *NONE        
Java developer kit version  JDKVER  *NONE        
Optimization   OPTIMIZE 10           
User profile   USRPRF *USER        
Use adopted authority  USEADPAUT *NO          
Replace program   REPLACE *YES         
Enable performance collection ENBPFRCOL *NONE        
Directory subtree   SUBTREE *NONE        
Target release   TGTRLS  *CURRENT     
Licensed Internal Code options LICOPT  *OPTIMIZE   
LIC options file   LICOPTFILE *NONE       

 
JDKVER specifies the Java Development Kit (JDK) version to add to the class path for locating classes 
for inter-JAR binding.  
 



Optimizing Java at system level 
 
Packaging Java Applications into a JAR file is a well accepted method to reduce class loading time.  
 
Using the Transformer against a JAR file also allows the Transformer to improve the binding between 
classes. 
 
As of V5R1 it is also beneficial to store all related JAR files in the same subdirectory and execute the 
Transformer over all the JAR files. This allows for Whole Program Optimization. 
 
Monitor the faulting rates of the subsystem in which the GC is started. 
 
You can use 20-30 page faults as a rule of thumb. If you have enough storage available, it will be 
beneficial to reduce faulting rates below 20. 
 



Java Heap Size – iSeries 
 
JAVA command keywords 
 

GCHINL - Initial garbage collection heap size, in kilobytes 
 

GCMAX - Maximum Heap Size 
 

GCFRQ  - No longer supported. 
 

GCPTY  - No longer supported. 
 
The GCHINL value determines how the garbage collector runs. 
 
Each time memory usage equal to the GCHINL value has been consumed, the garbage collector will be 
invoked. A large value makes the GC run less frequently, but for a long time. 
 
The Java Heap Size settings determine the amount of memory used by the Java Virtual Machine.  
 
Note that these settings behave differently on iSeries than on other platforms. 
 
On iSeries, the Initial Java Heap Size specifies a threshold for the amount of memory in the JVM; once 
that amount of memory has been allocated, the garbage collector will begin to run. 
 
Unlike most other JVMs, the iSeries JVM allows other threads to continue running while the garbage 
collector is reclaiming unused memory. 
 
The Initial Heap Size should be tuned so that the garbage collector runs at a suitable interval -- 
infrequently enough that it does not cause unnecessary overhead, yet often enough that the heap does 
not grow too large. 
 
The default value is system and model dependent. 
 
The GCMAX value determines the maximum heap size. 
 
If the Maximum Java Heap Size is reached, all threads must be stopped while the garbage collector 
runs. This is un desirable in most applications. 
 
Leaving this setting at the default value of 0 is interpreted at *NOMAX, which ensures that the 
maximum size will never be reached.  
 
Leave the GCHMAX setting at default of *NOMAX. The iSeries system can comfortably support this 
and you avoid a GC stop situation. 
 
Note that this does not mean that the heap will grow infinitely large – the Initial Heap Size parameter 
will ensure that the garbage collector runs periodically to limit heap.  



Garbage collection experiment using JSM - iSeries  
 
 Initial Size (kilobytes) GC Cycles 
 
 3000   6 
 
 10000    1 
 
 20000    0 
 
Test Size – 3000 
 
Start Java Service Manager (STRJSM)                       
                                                                                 
 Instance    *DEFAULT                                     
 JVM Version   *DEFAULT  
 Option     *VERBOSEGC 
 Garbage collect initial size  3000 (kilobytes) 
 
GC: initial heap(KB) 3000; maximum heap(KB) 0; virtual machine identifier 
 
GC : starting collection, threshold allocation reached.                         
 
GC 1: live objects 10111; collected objects 9197; collected(KB) 1223.           
GC 1: queued for finalization 0; total soft references 1; cleared soft referen  
GC 1: current heap(KB) 26048; current threshold(KB) 3000.                       
GC 1: collect (milliseconds) 524.                                               
GC 1: current cycle allocation(KB) 698; previous cycle allocation(KB) 3003.     
GC 1: total weak references 0; cleared weak references 0.                       
GC 1: total final references 22; cleared final references 0.                    
GC 1: total phantom references 0; cleared phantom references 0.                 
GC 1: total old soft references 0; cleared old soft references 0.               
GC 1: total JNI global weak references 0; cleared JNI global weak references 0  
 
GC : starting collection, threshold allocation reached.                         
 
GC 2: live objects 19333; collected objects 11956; collected(KB) 1764.          
GC 2: queued for finalization 0; total soft references 2; cleared soft referen  
GC 2: current heap(KB) 26048; current threshold(KB) 3000.                       
GC 2: collect (milliseconds) 0.                                                 
GC 2: current cycle allocation(KB) 405; previous cycle allocation(KB) 3009.     
GC 2: total weak references 1; cleared weak references 0.                       
GC 2: total final references 38; cleared final references 6.                    
GC 2: total phantom references 0; cleared phantom references 0.                 
GC 2: total old soft references 0; cleared old soft references 0.               
GC 2: total JNI global weak references 0; cleared JNI global weak references 0  
 
GC : starting collection, threshold allocation reached.                         
 
GC 3: live objects 19910; collected objects 16386; collected(KB) 2855.          
GC 3: queued for finalization 0; total soft references 4; cleared soft referen  
GC 3: current heap(KB) 29040; current threshold(KB) 3000.                       
GC 3: collect (milliseconds) 525.                                               
GC 3: current cycle allocation(KB) 199; previous cycle allocation(KB) 3015.     
GC 3: total weak references 2; cleared weak references 0.                       
GC 3: total final references 39; cleared final references 4.                    
GC 3: total phantom references 0; cleared phantom references 0.                 
GC 3: total old soft references 0; cleared old soft references 0.               
GC 3: total JNI global weak references 0; cleared JNI global weak references 0  
 



GC : starting collection, threshold allocation reached.                         
 
GC 4: live objects 20526; collected objects 16871; collected(KB) 2870.          
GC 4: queued for finalization 0; total soft references 3; cleared soft referen  
GC 4: current heap(KB) 29104; current threshold(KB) 3000.                       
GC 4: collect (milliseconds) 525.                                               
GC 4: current cycle allocation(KB) 97; previous cycle allocation(KB) 3000.      
GC 4: total weak references 2; cleared weak references 0.                       
GC 4: total final references 38; cleared final references 2.                    
GC 4: total phantom references 0; cleared phantom references 0.                 
GC 4: total old soft references 0; cleared old soft references 0.               
GC 4: total JNI global weak references 0; cleared JNI global weak references 0  
 
GC : starting collection, threshold allocation reached.                         
 
GC 5: live objects 21619; collected objects 14064; collected(KB) 2877.          
GC 5: queued for finalization 0; total soft references 3; cleared soft referen  
GC 5: current heap(KB) 29296; current threshold(KB) 3000.                       
GC 5: collect (milliseconds) 0.                                                 
GC 5: current cycle allocation(KB) 93; previous cycle allocation(KB) 3034.      
GC 5: total weak references 2; cleared weak references 0.                       
GC 5: total final references 39; cleared final references 1.                    
GC 5: total phantom references 0; cleared phantom references 0.                 
GC 5: total old soft references 0; cleared old soft references 0.               
GC 5: total JNI global weak references 0; cleared JNI global weak references 0  
 
GC : starting collection, threshold allocation reached.                         
 
GC 6: live objects 22201; collected objects 14151; collected(KB) 2684.          
GC 6: queued for finalization 0; total soft references 3; cleared soft referen  
GC 6: current heap(KB) 31424; current threshold(KB) 3000.                       
GC 6: collect (milliseconds) 0.                                                 
GC 6: current cycle allocation(KB) 32; previous cycle allocation(KB) 3052.      
GC 6: total weak references 2; cleared weak references 0.                       
GC 6: total final references 38; cleared final references 1.                    
GC 6: total phantom references 0; cleared phantom references 0.                 
GC 6: total old soft references 0; cleared old soft references 0.               
GC 6: total JNI global weak references 0; cleared JNI global weak references 0  



Test Size – 10000 
 
Start Java Service Manager (STRJSM)                       
                                                                                 
 Instance    *DEFAULT                                     
 JVM Version   *DEFAULT  
 Option     *VERBOSEGC 
 Garbage collect initial size  10000 (kilobytes) 
 
GC: initial heap(KB) 10000; maximum heap(KB) 0; virtual machine identifier 
 
GC : starting collection, threshold allocation reached.                         
 
GC 1: live objects 20413; collected objects 45016; collected(KB) 7168.          
GC 1: queued for finalization 0; total soft references 4; cleared soft referen  
GC 1: current heap(KB) 31280; current threshold(KB) 10000.                      
GC 1: collect (milliseconds) 524.                                               
GC 1: current cycle allocation(KB) 547; previous cycle allocation(KB) 10003.    
GC 1: total weak references 2; cleared weak references 0.                       
GC 1: total final references 45; cleared final references 11.                   
GC 1: total phantom references 0; cleared phantom references 0.                 
GC 1: total old soft references 0; cleared old soft references 0.               
GC 1: total JNI global weak references 0; cleared JNI global weak references 0  
 
Test Size – 20000 
 
Start Java Service Manager (STRJSM)                       
                                                                                 
 Instance    *DEFAULT                                     
 JVM Version   *DEFAULT  
 Option     *VERBOSEGC 
 Garbage collect initial size  20000 (kilobytes) 
                 
No garbage collection spool file created. 
 



 
JSM Console  
 
The Java component of Integrator has a HTTP web console. 
 
Basic system information can be obtained from the console such as total and free memory and the 
current number of threads running in the JVM. 
 

 
 



 
The active service count is the JVM active thread count minus two. 
 
The web console listener is using one thread and JSM server listener is using another. 
 
The JVM excludes some internal administration threads from the Thread.activeCount() method. 
 

 
 
 



 
Using the work with threads from the WRKACTJOB command the JSM job is running 5 threads. 
 
Thread 3 – JSM server listener 
 
Thread 7 – JSM Web console listener 
 
Thread 4,5 and 6 – Internal administration threads 
 

 
 



 
The console system information displays the JVM system properties, but also the Free and Total 
memory amounts are displayed. 
 
When the system is running services the free memory will decrease and increase as objects are created 
and reclaimed by the garbage collection process.  
 
If more memory is required the total memory will increase. 
 
Total memory will never decrease and memory will be only returned to the operating system when the 
JVM environment ends. 
 

 
 



 


